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Introduction

To mitigate potential performance issues that reporting tools could have on a production Service Desk application, it is preferable to implement a replicated/offline database for reporting purposes.   CA Business Intelligence, the reporting solution delivered with Service Desk Manager, requires a running instance of Service Desk Manager to run reports.  This document outlines the steps to configure a separate, non-production installation of Service Desk Manager referencing a replicated/mirrored database for reporting use.  

The general procedure is as follows:

1. Use the tools supplied by the DBMS vendor or a third party to configure a replicated DBMS on a system separate from the production system

2. Install a new Service Desk Manager primary system using the replicated DBMS as its database.  This “reporting instance” of Service Desk Manager of Service Desk Manager is further configured to avoid writing any updates to the replicated database, which includes starting only a subset of Service Desk Manager components.  This is enabled with a “process set” called OFFLINE_REPORTING
3. Install/Configure CA Business Intelligence using the reporting instance of Service Desk Manager.  You may install CABI before or after the reporting instance of Service Desk Manager installation
4. Configure the production Service Desk Manager installation to use the CA Business Intelligence installation from the previous step

Notes

1. The procedures outlined here were performed with SQL Server 2005 and Oracle 10g R2 on a Windows platform.  This document is included as a sample and was not thoroughly reviewed for all supported configurations.  It is not intended to be a detailed or comprehensive guide to replicating a database, but the procedures here should be application to most any platform configuration.  Please refer to your DBMS documentation for properly configuring a replicated database
2. Several issues you may encounter can include:

· Improper permissions on the replicated tables.  A sample SQL Server script is included in /samples/reporting to set permissions.  See details in the steps for SQL Server replication later in this document

· The reporting instance of Service Desk Manager may insert data into the replicated database.  If that data is not overwritten by the database replication system, you may need to truncate the table to “reset” its replication.  An example of this is found in the details for Oracle replication later in this document
3. Prevent the reporting instance of Service Desk Manager from making updates to the replicated database.  If this does occur, what happens to the update depends on the replication strategy of the DBMS vendor.  If the update is not overwritten by the replication procedure, you may need to truncate the table so it properly synchronized to the source database
Prerequisites
1. An established production Service Desk Manager installation

2. A separate physical system with an installed DBMS to host the replicated database and the reporting instance of Service Desk Manager (the reporting instance of Service Desk Manager may be on yet another server if desired).  The system environment(s) must meet the minimum requirements for the DBMS, Service Desk Manager and CA Business Intelligence
Step One:  Replicate the Database 

The point of this section is to establish a replicated database on a separate system.  The particular steps below were performed with SQL Server 2005 and Oracle 10g R2 on Windows 2003.  The exact procedure will differ depending on your environment, platform, DBMS vendor and version, etc.   Please refer to your DBMS documentation on how to properly establish and maintain a replicated database.  However, it is recommended you read over these steps and note any actions specific to Service Desk Manager that may be required.
Replicate a SQL Server Database
Steps specific to Service Desk Manager include de-selecting certain tables from replication, and updating the permissions on the replicated tables, which can be done with a script in /samples/reporting in the SDM installation.
1. Connect to the MS SQL Management Studio on the production database server.  Expand the Replication node and right click on Local Publication node and select ‘New Publication’.

2. In ‘New Publication Wizard, click “Next”

3. In Distributor wizard , specify the Production DB Server to act as its own Distributor and click “Next”

4. In SQL Server Agent Start wizard, Specify the SQL Server Agent to start automatically, click “Next”

5. For Snapshot folder path, accept the default snapshot location for now (we will update this later) and click “Next”

6. In Publication Database screen, select “mdb” as the database that we want to publish and click “Next”

7. In Publication Type selection wizard, select “Merge publication” and then click “Next” (This choice means that we should make sure that no updates are made to the replicated offline database as these changes will be passed back up to the Production database)

8. In Subscriber Types wizard, ensure that SQL Server 2005 is selected and click “Next”

9. In Articles wizard, check “Tables” as the articles to publish and click “+” to expand

10. Scroll down to the dlgtsrv and ci_twa_ci tables (as well as any other tables with more than 240 columns) and click to deselect them, then click “Next”

11. Click “Next” in Article Issues wizard  (The publication process will automatically add the identifier to each table) 

12. In Filter Table Rows wizard, accept the defaults and click “Next”

13. In Snapshot Agent wizard, accept the defaults and click “Next”

14. In Agent Security wizard, Click the “Security Settings…” button 
15. In Snapshot Agent Security wizard, select “Windows account radio button and provide a domain user account details that will need access to the snapshot file location that we will create and click “OK”.  If you do not have a domain account, use the local Administrator account
16. You will be returned to Agent Security wizard, click “Next”

17. In Wizard actions, the defaults should be fine, click “Next”

18. In Complete the Wizard page, provide a desired name for the Publication in the noted field and click “Finish”

19. The Publishing process will take some time as it creates the new column in every table and takes the snapshot.  Click “Close” when finished
20. You should now be able to view the newly created Publication under Replication->Local Publications node

21. Once the creation and snapshot processes have completed, you will need to modify the Publication definition to specify the correct UNC path location to store the snapshot files. To do this, navigate to the newly created Merge Publication under the Replication->Local Publications node, right click on the newly created publication and select “Properties.

· Prerequisite step:  Create a file share on the Reporting Database server for storing the snapshot files and provide write permissions to the share and folder for the domain user that is being used to take the snapshots. (Specified in Step 1-15 above)

22. In Publication Properties Wizard, click on Snapshot in the left pane, deselect the check box “Put files in the default folder” and click the “Put files in the following folder” checkbox and click “Browse…”

23. At the “Browse for Folder” window navigate to the “My Network Places” structure 

24. Browse to the shared folder that you created for storing the snapshot file as a pre-requisite item in step 1-21 and click “OK”(Ensure you have created a shared directory on the reporting server with appropriate access for the user that creates the snapshot)

25. You will be returned to Snapshoot details page with correct UNC path location to store the snapshot files, click “OK”. It pop ups the confirmation dialog box – click “Yes”
	The next set of steps establishes a subscription to the source database and sets the permissions on the replicated tables.
1. Connect to MS SQL Studio on the Reporting Database Server and expand the Replication node, right click on “Local Subscription” node and select ‘New Subscription.  This opens the New subscription wizard
2.  In New Subscription Wizard, click “Next”

3.  In Publication wizard, select the Find SQL Server Publisher option from the drop-down menu

4.  At the “Connect to Server” prompt, provide the credentials to connect to the Production Service Desk database server and click “Connect”

5.  You will be returned to a view showing all available Publications on the database server.  Select your configured Merge Publication and click “Next”

6. In Merge Agent Location wizard, leave the subscription as a “Run each agent at its Subscriber(“Pull subscriptions)” and click “Next”

7. In Subscribers wizard, the default of “mdb” is correct, click “Next”

8.  In Merger Agent Security wizard, click “Connect to Subscriber” column  to set the security credentials for the Merge Agent

9. In Merge Agent Security wizard, Specify a domain account to use to run the Merge job and click “OK”

10.  You will be returned to Merge Agent Security wizard, click ”Next”

11.  In Synchronization Schedule wizard, click the Agent Schedule column and then select “<Define a Schedule…>” from the drop-down.  Note:  Do not select, “Run continuously”, as this configuration may not work with Service Desk
12.  In New Job Schedule wizard, specify the desired schedule for the Replication job to run and then click OK 

13.  In Initialize Subscription, the defaults should be fine, click “Next”

14.  In Subscription Type Wizard, select “Server” from the drop-down in the Subscription Type column.

15. The default priority should be fine, click “Next”

16.  In Wizard Actions, ensure “Create the subscription(s)” is selected and click “Next”

17.  You will be presented with the wizard summary screen, click “Finish”

18.  “Creating subscription” will start. Once complete, click “Close”

19.  Run “/samples/reporting/Perm_all_tables_sql.sql” script to grant permissions to all the tables (you can copy this script from the production system)
The replicated SQL Server is now ready for installation of the reporting instance of Service Desk Manager


Replicate an Oracle Database

1. Establish the replicated Oracle database.  This document assumes Oracle Streams is used for the replication.  The procedure for replicating an Oracle database is not detailed here; refer to the Oracle documentation for further information
a. When configuring the replicated database, exclude the MDBADMIN.DLGTSRV table from replication
Step Two:  Install and Configure the Reporting Instance of Service Desk Manager

The reporting instance of Service Desk Manager is configured to not write anything to the replicated database.  To help ensure this, Service Desk Manager must be started using a specific “process set” using pdm_d_mgr, described in the steps below.  Do not start Service Desk Manager using the Windows service or pdm_init (UNIX) as this will start SDM components that may attempt to write to the replicated database.
1. On Reporting Database server, install Service Desk Manager as a primary server.  Do not run configuration yet

2. Open NX_ROOT\pdmconf\NX.env_nt.tpl and do the following:
a. Confirm that auditing is commented out as shown:

# Create audit log entry for field update.

! @NX_AUDIT_UPD=

# Create audit log entry for deletion.

! @NX_AUDIT_DEL=

3. Add the following parameters to the end of the NX_ROOT\pdmconf\NX.env_nt.tpl file as shown:

@NX_EVENT_LOG_EXCLUDE=ALL

@NX_SESSION_LOG_EXCLUDE=ALL

4. Run Service Desk Manager configuration.  During the configuration interview, reference the replicated database (not the production one), and uncheck the “Load Default Data” checkbox
5. Stop the SDM services and start the Services from command prompt using the command “pdm_d_mgr –c –s OFFLINE_REPORTING”. 
6. If CABI/BOXI is not yet installed, do it now.  If it is already installed, point the BOXI instance to the reporting instance of Service Desk via ODBC.  See the following section of the Administration Guide for details:  Managing CA Business Intelligence Report->How to Point to an Existing CA Business Intelligence Server to a CA Service Desk Manager
Special Note for Oracle

1. After the initial install and configuration of Service Desk Manager, the CA_CONTACT and USP_CONTACT tables may include data added by Service Desk Manager configuration which Oracle Streams may not overwrite.  To correct this, drop the two tables so they may be replicated correctly:

a. Stop the CA Service Desk Manager services on the reporting Server.

b. Drop the CA_CONTACT and USP_CONTACT  tables from MDBADMIN schema using the below listed commands from sqlplus:

drop table MDBADMIN.CA_CONTACT CASCADE CONSTRAINTS;

drop table MDBADMIN.USP_CONTACT CASCADE CONSTRAINTS;

c. Setup Oracle Stream replication from the production server to the replicated server, which will detect the dropped tables and create and load the contact data on the replicated database
Step Three:  Configure Reporting on the Production Service Desk Manager

	At this point, the replication should be operational.  As the BOXI instance should now be pointing via ODBC to the offline reporting instance of Service Desk, the data that is displayed will only change if the replication has successfully pulled the data over from the production Service Desk database.

	In the production Service Desk Manager server, log on into Service Desk and go to Administration -> Option Manager and update the three (3) Options for Web Reporting to the offline BOXI Reporting Server.
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